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Abstract— Modeling the joint expression patterns of
genes is a challenging task due to the large number of
genes simultaneously studied, relative to the amount of
microarray data available. To model the joint expression
profiles of genes using a small number of observations,
we use Ising models to approximate the joint expression
profiles.

This approach naturally lends itself to the study of
gene interactions and has a close connection to clustering
techniques, which we use to reconstruct E. coli gene
interaction pathways from microarray data. In addition,
we note that extending available partial network topol-
ogy information can be done using very few microarray
samples—logarithmic in the number of genes.

INTRODUCTION

Gene regulatory networks (GRN) represent networks

of genes controlling each others expression levels and

that of their resultant proteins, and encompass various in-

teractions possible between genes. In essence, GRNs are

networked control mechanism that dynamically translate

environmental input stimula and genomic information

encoded in the DNA into biochemical actions.
The constituent genes of the cell, involved in a certain

regulatory function, represent the nodes of a GRN. Each

gene can receive multiple inputs from other genes via

their regulatory proteins produced or through agents

external to the cell. We therefore think of functional

links between two genes as describing whether a gene

supresses or activates the other gene.
Several approaches for modeling the coupled interac-

tions in gene networks have been the subject of exten-

sive research, including ordinary differential equations

(ODEs) models to Boolean networks [1]. Unfortunately,

none of the known analytical reverse engineering frame-

works scales well in terms of the number of genes

involved.
We propose a new method for reverse engineering

GRNs using microarray [2] data. Microarray data is usu-

ally presented in the form of tables containing combined

expression levels of genes, generated under different

knockout and perturbation conditions.

To build GRNs, we first derive a probability dis-

tribution on the joint expression levels of genes. The

underlying assumption is that the data points are col-

lected at sufficiently distant time points, so that the cell

population used for generating one given time point has

reached an ensemble steady state point for the given

environmental conditions. In this context, conditional

probabilities can be used to determine whether a gene

supresses or activates another gene.

The number of genes involved (usually multiple thou-

sands), compared to the number of microarray data

points generated in one experiment (usually not more

than twenty), render naive methods of probability es-

timation infeasible. To estimate a joint distribution for

gene expression levels, the number of data time points re-

quired for reliable methods is exponential in the number

of genes. To circumvent this problem, we fit graphical

models to the underlying joint distribution.

The paper is organized as follows. In Section I, we

introduce graphical models - in particular, the Ising

model. In Section II, we describe a clustering algorithm

that fits a simple tractable graphical model as a stand-

in for the real network. In particular, we show that the

above approach makes meaningful clusters when tested

on E. coli gene expressions, and recovers some known

pathways. We then consider how to augment the models

obtained by clustering and identify relevant information

theoretic results that help in improving the underlying

GRN models in Section III.

I. GRAPHICAL MODELS

There are several approaches to introducing graphi-

cal models, many of them originating from statistical

physics. Suppose that one is given p binary variables,

X1, . . . ,Xp, such that Xi ∈ {−1, 1}. The joint distribu-
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tion of the variables can be described by 2p−1 parame-

ters, each corresponding to a realization of X1, . . . ,Xp.

It is convenient to write the joint distribution as

P (X1, . . . ,Xp) =
1
Z

exp
{ p∑

i1=1

λi1Xi1

+
p∑

i1=1

p∑
i2=i1+1

λi1i2Xi1Xi2 + . . .

+
p∑

i1=1

· · ·
p∑

ip=ip−1+1

λi1...ip

p∏
j=1

Xij

}
,

where Z is a normalization factor. The 2p−1 parameters

(λ’s) in the exponent permits the use of the above repre-

sentation no matter what the joint probability distribution

P is. We refer to the λ’s in the above equation as

exponential or natural parameters.

Fitting all 2p−1 parameters of the distribution requires

that we have to sample exponentially many times in p
from the distribution. We tradeoff sample complexity

with the usefulness of the models we get by assuming

that only the first two terms in the exponent above have

non-zero parameter values, i.e., we consider only joint

distributions of the form

P (X1, . . . ,Xp) =
1
Z

exp
{ p∑

i1=1

λi1Xi1

+
p∑

i1=1

p∑
i2=i1+1

λi1i2Xi1Xi2

}
. (1)

This family of parameterized distributions is due to

Ising [3], and we refer to them as Ising models. Clearly,

there are joint distributions that cannot be expressed as

Ising models. However, the family is rich enough to be

successfully used for modeling numerous phenomena in

social networks, ferromagnetism, as well as in biology.

Examples of biological applications of Ising models

include the elasticity theory of DNA [4], hydrophobicity

of protein chains [5], cooperativity between ion chan-

nels [6] and many others.

A. Graphical representation of Ising models

The Ising model can be represented by a graph with

p vertices. The vertices of the graph corresponding to

the p random variables X1, . . . ,Xp), with edges (i, j),
1 ≤ i < j ≤ p (hence, λij �= 0, for all choices of i and

j) .

Ising models are Markov random fields with respect to

their graphs - i.e., the corresponding distribution satisfies

a spatial Markov-type independence relationship. This

implies that any random variable X , conditioned on

the variables adjacent to it in the underlying graph, is

independent of all other variables.

An important property of Markov random fields is that

they provide graphical representations making it easy

to visualize and to compare distributions. One expects

distributions with dissimilar graphs to be “far” from each

other, and this is indeed true [7].

B. Ising models and the exponential families

Consider the family of binary Ising models described

according to Equation (1). Ising models are an expo-

nential family of distributions, see e.g., [8], with the

natural parameter set λi for 1 ≤ i ≤ p and λij for

1 ≤ i < j ≤ p. In this section, we briefly review some

interesting properties of exponential distributions which

will be subsequently used in the paper.
Sufficient statistic: The sufficient statistic for the

distribution is the vector, (Xi, 1 ≤ i ≤ p, XiXj ,

1 ≤ i < j ≤ p).
Mean parameters: For an exponential model Q, the

expectation of the sufficient statistics are the mean pa-

rameters. For Ising models, EQXi for 1 ≤ i ≤ p and

EQXiXj for 1 ≤ i < j ≤ p are the mean parameters.
Mapping between models and mean parameters:

There exists a bijection between the natural parameters

and the mean parameters, except in some degenerate

cases [9]. The complexity of computing the mapping

between the natural and mean parameters is prohibitively

high in general—various approximate mappings are used

instead.

II. FITTING GRAPHICAL MODELS FOR GRNS

To counter the difficulty of exactly modeling joint

distributions of gene expression levels, we approximate

them by the best fitting Ising model. While the Ising

model family is sufficiently rich to handle many prob-

lems in biology, the question remains as to whether,

given the limited amount of gene expression data, can

one reliably fit even an Ising model?

Note that it is not required that GRNs are Ising

models, but that it only seeks to identify an Ising model

that best describes the GRNs.

In the description to follow, suppose that there are

p genes. For simplicity, we consider the genes to be

expressed (+1) or not expressed (−1)—the requirement

that the expression levels are quantized into two levels

can be easily relaxed. The variables X1, . . . ,Xp denote

the expression levels of the genes, and P0 is used to

describe the “true” joint distribution over X1, . . . ,Xp,

the gene expressions.

A. Best fit

What is the best Ising model that fits the distribution

P0? To answer this question, for 1 ≤ i < j ≤ p, let

fij = XiXj
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and for 1 ≤ i ≤ p, let fi = Xi. Together, fij and fi

form a sufficient statistic for Ising models. Define L to

be the class of distributions over vectors X1, . . . ,Xp

L = {P :EP fij = EP0fij , 1 ≤ i < j ≤ p and

EP fi = EP0fi 1 ≤ i ≤ p}.
Note that P0 ∈ L by definition.

Let E be the set of Ising models over X1, . . . ,Xp

as defined in Equation (1). For any Q ∈ E , let the

projection of Q onto L be given as

arg min
P∈L

D(P ||Q).

The notion of projection plays an important role in fitting

Ising models.

1) Information projection: This section briefly recaps

the information geometry of fitting Ising models. For

more details, the interested reader is referred to e.g., [10],

[11].

The important point to note is that no matter what

P0 is, there exists an Ising model Q∗ whose mean

parameters are EP0Xi, 1 ≤ i ≤ p and EP0XiXj ,

1 ≤ i < j ≤ p. From (2) below, we also see that Q∗ is

also the Ising model with the least KL divergence from

P0.

The above observation follows from the information
projection theorem, which states that the intersection

of E and L consists of one distribution, the maximum

entropy distribution in L. This distribution, which is

clearly also an Ising model, is Q∗ mentioned above.

Furthermore, this distribution Q∗ in L∩ E is also the

projection of every Q ∈ E onto L. In addition, for all

P ∈ L and Q ∈ E ,

D(P ||Q) = D(P ||Q∗) + D(Q∗||Q).

Since P0 ∈ L, it follows that

arg min
Q∈E

D(P0||Q) = Q∗. (2)

2) Computational and sample complexity: The im-

plications of the above results are both encouraging and

discouraging.

The discouraging fact is the best fitting Ising model is

found by obtaining an Ising model Q∗ with the specified

mean parameters. Such a computation is not generally

computationally tractable [12]. Computationally feasible

approximations exist for several classes of Ising models,

for example, trees [13], constraint based approaches [14],

�1 based relaxations [15], [16], [17].

The encouraging implication is in the sample com-

plexity of fitting Ising models. The above observations

indicate that so long as we can accurately obtain—

empirically—the expectation (under the true distribution

P0) of simple quadratic expressions constructed using

X1, . . . ,Xp, we will be able to fit (notwithstanding its

computational complexity) the Ising model accurately.

Since there are at most p2 of these quadratic terms, we

should expect the sample complexity to grow logarith-

mically in p—making the task of fitting Ising models

theoretically feasible. For more details, the reader is

referred to [7].

B. Clustering and gene regulatory networks

While the previous section addressed the question of

fitting Ising models, here we consider the best fitting

Ising model whose edges form a tree.

Chow and Liu [13] showed how to obtain the best tree

fit for a joint distribution P0. To obtain this tree, one

finds the minimum spanning tree of a fully connected

graph on the nodes X1, . . . ,Xp, with the weight on the

edge (i, j) being I(Xi, Xj), where I stands for mutual

information.

Biologists often cluster genes before attempting to find

a gene regulatory network. The purpose is to make the

search for GRN simpler by hopefully breaking the set

of all genes into smaller clusters of co-regulated entities,

and obtaining regulatory networks on each of the smaller

clusters.

Certain clustering techniques readily allow themselves

to be analyzed in the framework of fitting graphical

models. It is easy to see that single-linkage hierarchical

clustering [8] with mutual information for the similarity

metric is equivalent to partially building a Chow-Liu tree.

Equivalently, this sort of clustering is a suboptimal

way to model gene expression data using Ising distri-

butions. As the following example shows, even these

suboptimal techniques are effective in recovering gene

regulatory pathways.

C. Obtaining the SOS network in E. coli

The E. coli genome comprises of 4289 genes, which

are expressed or silenced in order to react to vary-

ing environments. We will concern ourselves with one

general phenomena inherent to all organisms is DNA

repair. Genes that participate in repair mechanisms are

collectively referred to as the SOS network.

Prior known results about the network come from

observing the structure of genes and the factors by

which they possibly regulate each other. Identifying

the structure and functionality of component genes is

a formidable task, with a long research history [18].

We will attempt to obtain the SOS network by using

just observations of the expression levels of the various

genes.

The gist of the SOS mechanism is as follows. Two

proteins play a critical role, a repressor named lexA
and an inducer named recA. Under normal conditions,

the lexA repressor binds to the promoter region of SOS
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genes and prevents their expression. In the presence

of damage, however, recA proteins at the site of the

damage block the lexA repressor, enabling the DNA

repair to start. Subsequently, other genes are induced

to catalyze excision of damaged nucleotides from the

DNA. The repair culminates with proteins encoded by

umuD or umuC genes, which render the DNA lesions

double stranded—hence reparable– although potentially

with errors. Keeping the proteins from the umuD/C
complex around for longer than necessary may corrupt

the DNA, therefore it is important to know when to

stop—this is accomplished by the dinI proteins, that

affect the stability of recA proteins, which started the

SOS process in the first place.

To recover the SOS network from gene expression

data alone, we used microarray measurements of all

4298 genes obtained under different conditions, yielding

a total of 380 data points. Single linkage hierarchical

methods clustered the normalized, quantized (to 16 lev-

els) gene expression obtained from microarray data.

This clustering technique yielded the following candi-

date for the SOS cluster: lexA, recA, dinI, umuD, recN,

sulA, tisA, tisB and yebG. Note that the analysis involves

only transcription factors, not the sigma factors. Of these

the first four have been analyzed in [18] as part of

the SOS network, while the recN and sulA have been

reported in [19]. The last three have been verified to be

part of the network by more recent experiments.

As mentioned before, lexA and recA are the genes that

catalyzes DNA strand exchange and renaturation. Both

genes are known to interact with each other and to reg-

ulate many genes directly and tens or possibly hundreds

indirectly. The four genes (recN, dinI and umuD) are

regulatory genes involved in the SOS response system.

The sulA encodes an inducible inhibitor of cell division.

The tisA/B and yebG genes are all known to be

regulated by the repressor lexA [20]. YebG was exper-

imentally verified as a DNA damage-inducible gene of

the SOS regulon. The function of the tisAB proteins is

yet unknown. However, tisB was shown to be part of the

SOS response [20]. In the EcoCyc database [21], tisA is

classified as a phantom gene, meaning that more recent

analysis indicates it is not a gene.

While the above clustering technique does seem to do

well in recovering regulatory networks, it may not be the

best approach as the model class from which we pick the

network is very tightly constrained.

III. AUGMENTING EXISTING MODELS

Since we know how to obtain the best fitting tree, a

simple stop gap approach would seem be to fit trees for

GRNs and augment them by adding additional edges. It

is still open how best to augment a tree by a general

graph. However suboptimal approaches can be obtained

in certain cases.

Alternatively, we may not have a tree, rather a network

that has been obtained through analysis of the structure

and function of the component genes. It may be required

to refine this partial knowledge of the network. Namely,

given samples from a distribution P0 and an Ising

model Q (prior knowledge), we consider augmenting

(modifying edges of) Q to better fit P0.

In Section III-A we consider the case where Q is a

tree, and we want to add more edges. In Section III-

B, we consider the sample complexity of obtaining the

structure of best fit for P0 when Q is a reasonable (but

not optimal) fit for P0.

A. Augmenting a tree model

One way to add a constant number of edges to a tree

is as follows. For simplicity we consider one edge—

the approach for a constant number of edges remains

virtually identical—and we note that the computation

complexity grows exponentially in the number of edges

added.

Let P0 be the true source, and Q be an Ising model

that is tree-structured. Suppose we add an edge (i, j)
with parameter λij to Q, thus obtaining Qn. It can be

shown that

D(P0||Qn)−D(P0||Q) =
− λijEP0XiXj + log Zn − log Z,

where Zn and Z are the normalizing constants as per (1).

For this special case, it is possible to explicitly compute

Zn and Z, while approximating EP0XiXj empirically.

Thus, for all (i, j), we can choose λij such that the

expression above is negative, thus obtaining a better fit.

Of course, we have only an estimate of the expectation

of XiXj . Confidence bounds on whether we are doing

better by adding an edge can be easily obtained using

the number of samples.

B. Sample complexity of augmenting models

Prior work in [7], [22] uses hypothesis testing results

for obtaining the sample complexity of estimating the

correct structure of Ising models. Suppose we have p
variables. Among the results shown therein, if the model

edge sets are graphs where each vertex has degree at

most d, resolving the correct structure requires Θd(log p)
samples (the subscript d indicates that terms involving d
have been treated as a constant).

The sample complexity of augmenting models behaves

very similarly. As before, let P0 be the true distribution

over X1, . . . ,Xp. In what follows, Q and R are Ising

models over X1, . . . ,Xp. The model Q plays the role of

“prior knowledge”—a partially or approximately known
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estimate for the GRN, while R plays the role of the

correction model that will be superimposed on Q based

on data observed.

The exponential (natural) parameters of Q and R are

ΛQ and ΛR respectively. We let Q◦R denote the model

with parameters ΛQ + ΛR. Suppose we know that the

best fit is not very far from Q. We impose the following

conditions on a potential model R:

1) We assume that the graph underlying R contains

vertices with degree at most d.

2) Writing the components of ΛR as λR
ij , we require

that for all vertices 1 ≤ i ≤ p,∑
j �=i

|λR
ij | < B.

3) We only change Q if the magnitude of each

parameter change to ΛQ is greater than λ. Equiv-

alently, each non-zero parameter of R has to have

an absolute value bigger than λ. The quantity λ
describes how finely we want to tune Q, and the

sample complexity increases as λ decreases.

4) We do not modify an edge of Q if both its

end points (l,m) have very high affinity to the

network. Namely if the components of ΛQ are λQ
ij ,

then we do not modify edges (l, m) if∑
j �=l

|λQ
lj | > B and

∑
j �=m

|λQ
mj | > B.

Let Rp,λ,B denote the family of Ising models on p nodes

satisfying the four conditions (note the parameters λ and

B appear among them) above.

We obtain n samples from P0. The complexity of

augmenting Q optimally given the above constraints is

given by the following theorem.

Theorem 1. Let R∗ ∈ Rp,λ,B be the optimal augment

allowed, namely,

R∗ = arg min
R∈Rp,λ,B

D(P0||Q ◦R).

For all δ > 0, if

n >
(3e4B + 1)2

sinh4
(

λ
2

)
(

2 log p + log
1
δ

)

then ∃ decoder q that recovers with confidence at least

1− δ, the edge structure of Q ◦R∗ exactly. �

The theorem is very similar to results in the full

version of [23], to which the reader is referred to.
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