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Abstract—In statistics and theoretical computer science, the
notion of exchangeability provides a framework for the study of
large alphabet scenarios. This idea has been developed in an im-
portant line of work starting with Kingman’s study of population
genetics, and leading on to the paintbox processes of Kingman,
the Chinese restaurant processes and their generalizations. In
information theory, the notion of the pattern of a sequence
provides a framework for the study of large alphabet scenarios,
as developed in work of Orlitsky and collaborators. The pattern is
a statistic that captures all the information present in the data,
and yet is universally compressible regardless of the alphabet
size. In this note, connections are made between these two
lines of work– specifically, patterns are examined in the context
of exchangeability. After observing the relationship between
patterns and Kingman’s paintbox processes, and discussing the
redundancy of a class of mixture codes for patterns, alternate
representations of patterns in terms of graph limits are discussed.

I. INTRODUCTION

For a number of statistical inference problems of significant

contemporary interest, such as text classification, language

modeling, and DNA microarray analysis, there is a necessity

to perform inference based on observed sequences of symbols,

where the sequence length or sample size is comparable

or even smaller than the set of symbols, the alphabet. For

instance, language models for speech recognition estimate

distributions over English words using text examples much

smaller than the vocabulary.

Inference in this setting has received a lot of attention, from

Laplace [1], [2], [3] in the 18th century, to Good [4] in the

mid-20th century, to an explosion of work in the statistics [5],

[6], [7], [8], [9], [10], [11], [12], [13], information theory [14],

[15], [16], [17], [18], [19] and machine learning [20], [21],

[22], [23] communities in the last few decades. While a

major strand in the information theory literature on the subject

has been based on the notion of patterns, a major strand

in the statistical literature has been based on the notion of

exchangeability. Our goal in this note is to observe that there

are fundamental relationships between patterns and exchange-

ability.

In probability and nonparametric Bayesian statistics, King-

man advocated the use of exchangeable random partitions
to accommodate the analysis of data from an alphabet that

is not bounded or known in advance [11]. In particular, he

showed that all such exchangeable random partitions can be

built from building blocks known as “paintbox processes” [7].

The following interesting observation (which is rather easy

to make once one is aware of the definitions of the relevant

terms) emerged through discussions among participants in the

American Institute of Mathematics workshop on “Permanents

and modeling probability distributions” in September 2009.

Observation 1: There is a bijection between Kingman’s

paintbox processes and patterns of i.i.d. processes.

To put this observation in context, let us observe that

the information-theoretic approach to large alphabet problems

using patterns has been tackled primarily from a frequentist

perspective, whereas the statistics community has approached

the analogous problems primarily from a Bayesian point of

view. There are hence differences in the kinds of estimators

that have been proposed.

In Section III, we consider some implications of Observa-

tion 1. In particular, motivated by the correspondence between

paintbox processes and patterns, we consider a family of mix-

ture codes for patterns that correspond to the so-called Ewens

sampling formula, and show that inspite of its usefulness

for some inference tasks, the redundancies it yields for data

compression are much larger than necessary.

In theoretical computer science, Lovász, Sós, B. Szegedy,

Borgs, Chayes, Vesztergombi and others have produced a

remarkable theory of graph limits in the last 5 years. Much of

this work has been motivated by the problem of graph property

testing, where a property of a very large graph is to be tested

when one only has access to relatively small pieces of it. This

may also be seen as a (somewhat non-traditional) statistical

inference problem, where the sample size is small compared

to the “alphabet size”. This line of work has in particular led

to a theory of exchangeable random graphs.

In Section IV, we observe that patterns are also intimately

connected to exchangeable random graphs. In particular, we

describe a representation of patterns that allows one to char-

acterize them as limits of graph sequences.

In order to describe our results, a variety of notions from

the literature of diverse communities is required. We begin in

Section II by giving pointers to this preliminary material and

placing it in context.
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II. PRELIMINARIES

A. The Good–Turing approach

Suppose one has a sequence of symbols drawn indepen-

dently from some unknown distribution on a discrete alphabet

A of unknown size. Good and Turing [4] derived an unin-

tuitive, yet effective, formula for estimating the probability

of every symbol appearing in a sequence, as well as the

probability of the set of symbols that never showed up. They

encountered this problem while trying to break the Enigma

cipher during World War II [24].

The estimator has several variants, some quite complex, but

at its very simplest, the estimator is as follows: for μ ≥ 0, if

ϕμ is the number of symbols that appear μ times among n
samples, then the probability estimate of a symbol that turned

up r times is
r + 1

n

ϕr+1

ϕr
.

Note that this formula is only an idealized estimator. For

example, it assigns 0 probability to the symbol appearing

the most times. All practical versions of the Good-Turing

estimator therefore “smooth” [4] the data.

The Good-Turing estimator has been successfully applied

in speech recognition, language modeling, and machine trans-

lation. On the theoretical side, early work focused on the esti-

mator’s bias [25], and more recently on developing confidence

intervals using central limit theorems [26] and concentration

inequalities.

B. The universal compression approach

A promising approach to universal compression of data

from large alphabets has been presented in [16]; this is the

approach we focus on here. A different information theoretic

approach was adopted by [18], [27].

As in statistical problems involving large alphabets, classical

solutions are ineffective for universal compression as well. The

redundancy of describing sequences of symbols from a large

alphabet grows with the alphabet size, and therefore, universal

estimators derived in the conventional sense, such as add-

constant estimators, do not necessarily work satisfactorily [21]

in the large alphabet setting.

In [28], the description of data strings over large alphabets

was separated into two parts: description of the symbols

appearing in the sequence in a dictionary, and of the pattern of

the sequence, which captures the order in which the symbols

appear. For instance, to describe the sequence “Sam I am that

Sam I am I do not like that Sam I am” over the symbol

space of English words, this approach separates the pattern,

123412325674123 from the dictionary,

1 2 3 4 5 6 7

Sam I am that do not like
.

Patterns have an interesting combinatorial structure [29]. It

is not hard to see that length-n patterns correspond to set

partitions of [n] = {1, . . . , n}. The number of component sets

in the set partition equals the number of symbols in the pattern.

Each component set of the set partition corresponds to the

locations of occurrence of a symbol in the length-n pattern.

Let Ψn be the set of all length n patterns.

Using Hardy and Ramanujan’s celebrated results on the

number of integer partitions [30], [31], it was shown that

patterns of i.i.d. sequences can be universally compressed

with vanishing redundancy [16], see also [32]. These results

have since been extended to more complex distributions as

well [33].

The correspondence between probability estimation and

universal compression [34] allows us to extend the univer-

sal compression results developed on patterns to probability

estimation as well. As with Good Turing estimators described

above, estimators on patterns assign probabilities to the event

“the next symbol is new”, and to the events that the next

symbol matches one of the prior symbols. In [16] asymptot-

ically optimal estimators of this type based on patterns were

developed.

At the same time, the entropy rate of patterns of finite

entropy stationary processes equals the entropy rate of the

underlying process [35], [36]. Therefore, roughly speaking,

essentially all information in the stationary sequences is cap-

tured by their patterns.

C. The statistical approach

Early work on statistics for large alphabets was done by

Good and Turing, and has been described above. Other statisti-

cal work (on, for instance, estimating the size of Shakespeare’s

vocabulary) built on this [37], [38].

The statistics literature has long concerned itself with the

notion of exchangeability [9], [10], [39], [12], [40] as an ex-

tension of independence. Of late, exchangeability has emerged

as a natural framework for large alphabet statistics [11].

Kingman [7], [8] considered paintbox processes for the

large alphabet setting. Building on these processes, he de-

veloped a theory of exchangeable random partitions [39]

to model genealogies in the context of population genetics.

Subsequently, other researchers have applied this theory to

species sampling [41], random trees [42], Bayesian statistics

and machine learning [43], [44]. In particular, in the frame-

work of probability estimation, these formulations recover De

Morgan’s succession rule [2], [3]. Extensive surveys can be

found in [11], [45].

D. The computer science approach

Modern technology has spurred study of large graphs such

as the communication links on the Internet graph, gene regu-

latory networks, and sensor networks. While properties of the

graphs in question are important for the design, understanding

or use of these networks, it is usually impractical to test these

properties by brute force.

To resolve this impasse, several researchers have character-

ized what properties of these large graphs can be estimated

well by considering smaller graphs. Among the various char-

acterizations, a graph property is testable iff the value of
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the property converges for any convergent graph sequence—

however, what constitutes convergence for a sequence of

graphs?

There turns out to be a remarkably clean and universal

description of what a convergent graph sequence means [46],

[47], [48], [49], [50], [51], [52]. Indeed, one can even identify

the set of all graphs that happen to be limits of graph

sequences—and this set can be described by means of random

exchangeable graphs on natural numbers.

Let G2l−1 = K2l for l = 1, 2, . . ., the complete graph on

the vertices [2l] = 1, . . . ,2l. Let G2l correspond to two copies

of K2l on vertices [2l] and [4l] − [2l]. Does Gi converge?

While each graph in the sequence seems to add on to the

previous graph systematically, there is a problem in calling

these graphs convergent. The edge density alternates between

1 and roughly 1
2 , as does the triangle density between 1 and

roughly 1/4—not a very desirable scenario.

The following is a more systematic definition that captures

convergence of the above properties, as well as of all testable

properties (see [49]). The following outline of the concept

of limits of graph sequences is adapted from the survey and

results in [50].

Suppose G1, G2, G3, . . . ,Gn = (Vn, En), . . . is a sequence

of graphs. Let F = (V,E) be any graph and let

t(F,Gn) =
# homomorphisms of F in Gn

|Vn||V |
be the fraction of mappings from the vertices of F to Gn that

are adjacency preserving. The sequence G1, G2, G3, . . . ,Gn =
(Vn, En), . . . has a limit graph Γ, iff ∀ graphs F t(F,Gn) →
t(F, Γ) and |Vn| → ∞.

The graphs that correspond to the limits of graph sequences

can be characterized by a bijection with certain extremal
measures on the set of exchangeable graphs on N.

Roughly speaking, if a random graph is exchangeable, the

distribution does not change under any finite permutation

of vertices. For more precise definitions, see [50]. Among

exchangeable random graphs, the ones that correspond to

graph limits, extremal exchangeable random graphs, can be

identified by specific properties described in [50].

III. PATTERNS AND EXCHANGEABLE RANDOM PARTITIONS

Henceforth, we only refer to patterns of i.i.d. processes.

Note that by using Kingman’s representation theorem and

Observation 1, one can show that that every exchangeable

random partition process corresponds to the pattern process

of a mixture of i.i.d. processes.

As with estimators on patterns or the Good-Turing estima-

tor, we wish to consider estimators q that assign probabilities

(not necessarily with the right assignments) for every already

observed element in a sequence xn
1 , and a probability to the

event that the next element is new. The worst-case redundancy

of q is defined to be

R(q) def= sup
p∈I

max
ψn∈Ψn

log
p(ψn)
q(ψn)

,

where I denotes the class of all discrete i.i.d. distributions

(irrespective of support and support size), and as mentioned

before, Ψn is the set of patterns of length n. Note that p(ψn)
just denotes the probability that a length-n sequence generated

by p has pattern ψn—it is unnecessary to specify the support

here.
A popular model in statistics for exchangeable random

partitions is the class of Ewens distributions, defined by the

so-called Ewens sampling formula [53], which has its origins

in theoretical population genetics, and is fairly ubiquitous

across several areas. The Ewens distributions, parametrized

by a positive real number θ, are special cases of Chinese

restaurant processes [10], which we explore in future work.

They correspond to exchangeable random partition processes

that can be built from paintbox processes using the Poisson-

Dirichlet family of mixing distributions (priors) on the space of

ordered probability vectors. In its predictive form, the Ewens

distribution is

qθ(ψ|ψ1, . . . ,ψn) =

⎧⎪⎨
⎪⎩

r
n+θ ψ appeared r times

in ψ1, . . . ,ψn;
θ

n+θ ψ corresponds to new.

Below we show that the worst-case redundancy of mixture

codes for patterns corresponding to Poisson-Dirichlet priors is

undesirably high.

Theorem 1: The worst case redundancy

R(qθ) ≥ log max

(
n−1∏
i=1

(
1 +

i

θ

)
,
n−1∏
i=1

(
1 +

θ

i

))

= Ω(n)

for all values of θ. On the other hand, for all patterns ψn with

distinct symbols m < n/(log n), and all i.i.d. sources with

marginal p (over any alphabet), ∃ θ̂ such that

1
n

log
p(ψn)
qθ̂(ψ

n)
≤ log log n

log n
.

Proof: The lower bound follows by considering the

patterns 1n and 123 . . . n.
For the upper bound, let the number of length-n patterns

that contain ϕi symbols appearing i times be N({ϕi}n
i=1).

We note that the probability an i.i.d. sequence has pattern ψn,

with ϕi symbols appearing i times, i = 1, . . . ,n, can be upper

bounded by

1
N({ϕi}n

i=1)
=

∏n
i=1(i!)

ϕiϕi!
n!

.

The upper bound follows by choosing

θ̂ =
∑n

i=1 ϕi

log n
,

which incidentally happens to be an approximation to the ML

estimate of θ from the pattern.

Theorem 1 provides validation as to why the Ewens model

(or a mixture of n models corresponding to different possibil-

ities for the number of distinct symbols in a sequence) would
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be useful in applications. At the same time, it suggests that the

Ewens model does not necessarily provide the best estimators

since its redundancy per symbol is bounded away from zero,

the best possible redundancy per symbol. In contrast, it has

been shown that there exist universal codes for patterns whose

worst-case per symbol redundancy approaches zero as 1/n2/3

[16]. While it is known that the worst-case per symbol

redundancy for any sequence of codes approaches zero as

Ω(1/n1/3), it is an open question to characterize the optimal

achievable decay rate of redundancy per symbol.

IV. PATTERNS AND GRAPH LIMITS

A. Representations of patterns

Patterns may be equivalently represented in the form of

exchangeable random graphs [50] and jointly exchangeable

arrays [54], [55], as described below.

We represent the pattern of every sequence X1, . . . ,Xn, . . .,
Xi ∈ A, using the following graph G = (V,E) on N: (i, j) ∈
E if Xi = Xj . The next lemma follows easily.

Lemma 1: G is exchangeable.

Let G|n be the restriction of G to vertices [n]. Namely, the

construction above is followed for X1, . . . ,Xn rather than the

semi-infinite sequence. The following is easily proved.

Lemma 2: The adjacency matrix for the graph G|n is jointly

exchangeable.

B. Correspondence between graph limits and patterns

We observe that measures on patterns correspond to the

so-called extremal exchangeable random graphs mentioned

before, and therefore can be associated with graph limits.

Suppose X1, X2, . . . are i.i.d. random variables, with Xi ∈
A. Let the random variable, G, be the graph that corresponds

to the pattern of the sequence, as described in Section IV-A.

In particular, we observe the following about the restrictions

of the G representing patterns.

Lemma 3: G|n and G|∞n+1 are independent for all n.

Note that the above lemma is different from writing the

pattern of X1, X2, . . ., and subsequently declaring indepen-

dence of the first n symbols of the pattern from the rest of

the pattern. Rather it is equivalent to saying that the pattern

of the sequence Xn+1, Xn+2 . . . is independent of the pattern

of X1, . . . ,Xn, for all n.

Theorem 2: Measures on patterns correspond to extremal

exchangeable random graphs.

The proof follows from Theorem 5.5 of [50].

In [48], [50], a construction for extremal exchangeable

random graphs is provided in terms of graphons. A graphon

is a symmetric, measurable function W : A2 → [0, 1], where

A is the support of Xi. Given a graphon, one can construct

an extremal exchangeable random graph on the set of natural

numbers in the following fashion. First, draw a sequence

X1, X2, . . . of i.i.d. random variables using some distribution

on A. Then, given this sequence, for each pair (i, j) ∈ N
2

with i < j, draw an edge between i and j with probability

W (Xi, Xj); all these edge drawings should be conditionally

independent given the observed sequence X∞
1 . Note that

the restriction of this infinite random graph to the vertices

{1, . . . , n} yields the same random graph as that obtained from

the same construction with a finite sequence Xn
1 .

Our final observation is that the extremal exchangeable

random graphs corresponding to patterns are all constructible

using the special graphon W defined by W (x, y) = 1 if x = y,

and W (x, y) = 0 otherwise.
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