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Abstract—We analyze Lempel-Ziv (LZ78) like schemes for
lossy compression of memoryless sequences. Given a distortion
level and an input sequence x, the encoder splits the input
sequence into phrases, representing each phrase by a potentially
distorted phrase of the same length. Unlike the memoryless case,
the distorted representation of a phrase is not uniquely defined
by the LZ78 parsing mechanism. The crux of extending the LZ78
parsing scheme for the lossy setting is in the choice of the several
possible representations of every phrase of x. Indeed, certain
natural generalizations of the Lempel Ziv parsing scheme to the
lossy case have been shown to be suboptimal.

We consider Codelet Parsing, a LZ78 like algorithm which
chooses a representation of x based on the notion of lower mutual
information. Given a distortion level, string and a type, the lower
mutual information is a single-letter characterization of the size
of set of sequences of the type matching the string to within the
specified distortion level.

In this paper, we try to understand the Codelet Parsing
algorithm, by considering an indealization of the same, and
showing that the coding rate of the idealized algorithm is
asymptotically optimal. The emphasis in this paper is not the
tightest analysis possible, but relative simplicity in analysis that
can still bring out many of the empirically observed phenomena
of Codelet Parsing.

INTRODUCTION

An intriguing observation from the early days of informa-
tion theory has been the connection of the recurrence time of
an event with its probability. Put simply, given data generated
according to some probability distribution, the recurrence time
of a string of symbols is the number of samples till the next
occurence of the string.

We would expect the recurrence time of an event to be
related inversely to its probability. Indeed, this is formalized
elegantly by Kac’s lemma [1] for stationary ergodic sources,
which states that the expected recurrence time of a string
equals the reciprocal of the probability of the string.

Built on this observation is a series of algorithms and results
based on matching bit strings in data sequences—not only
the commercially established Lempel Ziv algorithm and its
variants for lossless compression, but also classification [2]
and denoising [3] algorithms. In addition to their theoretical
guarantees, from a practical point of view, these algorithms
have attractive computational and storage properties. They are
often entirely data driven, and do not rest on sensitive choices

of parameter values. The combination of all these factors is
perhaps one reason Lempel Ziv based algorithms form the core
of compression algorithm software, including WINZIP, gzip,
and the UNIX compress algorithms.

Additionally, Lempel Ziv compression has had profound
influence in the study of complexity, and in the develop-
ment of computable approximations to complexity, see for
example, [4], [5]. For many researchers, this angle perhaps
outweighs even the commercial significance of Lempel Ziv
compressors.

Lossy compression

Surprisingly, no algorithms as attractive and simple as the
Lempel Ziv algorithm are known for lossy compression. In
fact, in the recent past, some researchers were pessimistic
about the problem in general. For example, [6, p. 2709]
noted that “All universal lossy coding schemes found to date
lack the relative simplicity that imbues Lempel-Ziv coders and
arithmetic coders with economic viability”. When speaking
about Lempel-Ziv-type algorithms for lossy data compression,
[7, p. 2054] noted the various efforts [8], [9], [10], [11], [12],
[13] made in this direction, yet concluded “It seems, however,
that low computational complexity is achievable only at the
expense of yielding a nonoptimal distortion.” Also, [13] con-
cluded “...it is our belief that a universal lossy source coding
scheme with attractive computational complexity aspects will
never be found.”

Despite this, lot of research continues on lossy source
compression algorithms, mainly with an eye on the potential
theoretical and practical benefits of having such algorithms.
Practically, streaming media is an important application, even
if it is complicated by the fact that any distortion to be
considered must have perceptual relevance, rather than ana-
lytically convenient formulations. In the same vein, digitizing
continuous data is an important lossy compression problem—
continuous signals are ubiquitous especially in the context
of sensors. For some researchers, an even more important
motivation is the formal connection lossy source compression
has with classification and clustering.
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Prior work

We present a representative, but necessarily brief and non-
exhaustive review of various known lossy coding schemes, fo-
cussing on algorithmic results. For references to earlier results
on existence of universal lossy codes involving exponential-
time constructions, see, Kieffer [14].

Cheung and Wei [15] extended a move-to-front algorithm
to lossy source coding. The algorithm is sup-optimal [9].
Later, Zhang and Wei [16] proposed an universal, on-line lossy
coding algorithm for the fixed-rate case.

We are particularly interested in papers that have focussed
on lossy extensions of the Lempel-Ziv algorithm. The central
idea is to use approximate string matching [17], [18] instead
of exact string matching used in the Lempel-Ziv algorithms.
Morita and Kobayashi [12] extended the LZW algorithm.
The algorithm is known to be sub-optimal for memoryless
sources [9]. Constantinescu and Storer [19], [20] combined
ideas from lossless Lempel-Ziv algorithms and vector quan-
tization to design first practical implementations of lossy
image compression based on approximate string matching. The
problem of “selecting amongst multiple matches” mentioned
above was termed the “Match Heuristic” in their work; see,
also, Storer [21, p. 111].

Later, Steinberg and Gutman [10] and Luczak and Sz-
pankowski [22] considered the fixed-database version of the
Lempel-Ziv algorithm, and provided sub-optimal performance
guarantees. Finally, Yang and Kieffer [9] established that all
previous fixed-database extensions of the Lempel-Ziv algo-
rithm are suboptimal. Kontoyiannis [11] presented a scheme
where multiple databases are used at the encoder, which must
also be known to the decoder. However, when the reproduction
alphabet is large, the number of training databases is unreason-
ably large. Atallah et al. [23] considered a cubic-time, adaptive
algorithm (PMIC) in the spirit of LZ77. Their algorithm is not
sequential in the sense of [24], since its encoding delay grows
faster than o(n). Alzina et al. [25] combined ideas from [23]
and [19], [20] to propose a 2D-PMIC algorithm that is more
suited for 2D images.

Continuing the quest for Lempel-Ziv-type lossy algorithms,
Zamir and Rose [26] further studied the algorithm in [12].
From the multiple codewords that may match a source word,
they suggest choosing one “at random”. From a theoretical
perspective, by assuming uniqueness, Zamir and Rose [27]
proposed a natural type selection scheme for finding the
type of the optimal reproduction distribution. In later work,
Kochman and Zamir [28] pointed out that the theoretical
procedure in [27] is in itself not practical and demonstrated
an application of natural-type selection to on-line codebook
selection from a parametric class.

Along a different line, Yang and Kieffer [13] have pro-
posed exponential-time Lempel-Ziv-type block codes that are
universal (for stationary, ergodic sources and for individual
sequences). In a related work, Yang and Zhang [29] presented
fixed-slope universal lossy coding schemes that search for the
reproduction sequence through a trellis in a fashion reminis-

cent of the Viterbi algorithm.
The lossy coding problem has been approached using

methods fundamentally different from the Lempel Ziv like
approaches as well. Matsunaga and Yamamoto [30] considered
LDPC codes for lossy data compression. In this line of work,
Wainwright and Maneva [31] looked at message passing and
Low Density Generator matrices (LDGM), while Martinian
and Wainwright [32] looked into the construction of LDGMs
and compound code constructions, showing the existence of
compound LDGM-LDPC constructions that achieve the rate-
distortion bound. Futher bounds on the performance of these
constructions have been considered in [33]. In another line of
attack, Jalali, Montanari and Weissman approach the problem
using dynamic programming approaches [34].

Contributions

This paper builds on the Lempel Ziv approach along the
lines of [35], [36], and in particular, analyzes the Lempel Ziv
like algorithm proposed by the authors in [37]. Specifically,
we modify the algorithm in [37] to make it more amenable
to analysis. The idealization describes binary strings of length
n with a distortion D using R(D) + O

(
1

log logn

)
bits on an

average.
In this paper, we aim for simplications that highlight the

salient points of Codelet Parsing, but is relatively easy to
analyze. Thus, the idealization in this paper does not reflect a
tight analysis of [37].

I. PRELIMINARIES

A. Rate-Distortion and Lower-Mutual-Information

To fix notation, we consider the source to be a measure
over infinite sequences with symbols drawn from B, which
will be represented (potentially lossily) with sequences drawn
from a reproduction alphabet B̃. We define a single letter (non
negative, bounded) distortion function d : B × B̃ → R+.
Distortion is “additive”, namely for a string xm ∈ Bm and
ym ∈ B̃m, d(xm, ym) = 1

m

∑m
i=1 d(xi, yi).

Let Xn = X1, X2, , . . . ,Xn ∈ Bn be a realization of an iid
process, with the marginal distribution on X1 being P . We
will encode (represent) Xn by Y n ∈ B̃n, while adhering to
an expected distortion constraint, namely ED(Xn, Y n) < D.

Let W denote the set of all conditional distributions of the
form W (y|x), where y ∈ B̃ and x ∈ B. The rate-distortion
function is defined as

R(D) = R(P,D) = min
W∈W: d(P,W )≤D

I(P,W ),

where I(P,W ) denotes the mutual information and d(P,W )
denotes the average distortion Ed(X,Y ), where X ∼ P and
the conditional distribution of Y given X = x is W (Y |x).
The rate-distortion function is an asymptotic lower bound on
the compression rate of codes with the average distortion
constraint D.
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Lower Mutual Information: The lossy coding problem is
essentially a covering problem. Suppose we consider the space
of length-n sequences generated by an iid measure P . We
essentially pick the smallest set of codewords so that the
D−balls (a set of sequences within distortion D from the
codeword) around the codewords cover a set of sequences with
probability at least 1− ε. As n grows, the number of D-balls
required grows as 2n(Rε(D)+on(1)), with Rε(D) → R(D) as
ε→ 0.

Just as the rate-distortion, R(D), has a single letter charac-
terization, the size of D−balls around codewords can similarly
be characterized by the lower mutual information [16], [27].
Suppose we want the the fraction of of length l sequences of
type P that are within average distortion D from a sequence
y with type Q. The fraction is approximately 2−lIm(Q,P,D),
where

Im(Q,P,D) def= inf
W (x|y):

P
y∈B Q(y)W (x|y)=P (x)

d(Q,W )≤D

I(Q,W ),

the minimum mutual information between the input and output
of a channel with input distribution Q, output distribution P
and the expected distortion between input and output ≤ D.

Intuitively speaking, codewords with the optimal reproduc-
tion type have the largest D−balls among sequences of type P ,
hence, yield the best covering, and best coding. For a precise
formulation of the above concepts, see [16], [27].
Im(Q,P,D) is a convex function of Q for a fixed P , with

a minimum at Q∗. For a variety of distortion measures, it can
be computed in closed form using the Kuhn-Tucker conditions
for optimality.

Lempel Ziv parsing:

II. CODELET PARSING

At the core of the paper is the Codelet parsing algorithm
for lossy compression with a distortion constraint. When no
distortion is allowed, the algorithm simplifies to the Lempel
Ziv algorithm. The algorithm sequentially parses the source
sequence into non-overlapping phrases, mapping each phrase
to a codelet in a dictionary, which in turn is updated.

A. Algorithm

At the block level, the codelet parsing algorithm maps a
source sequence xn1 to a distorted sequence yn1 , and then
encodes and transmits the latter without loss using a LZ78
encoder. We describe the algorithm with an example, full
details are available in [37].

Example 1. Consider again, the string x13
1 =

0110101101000, which we will encode with allowable
hamming distortion D ≤ 1/2. We initialize a codebook
C0 = {0, 1}, call the members of the codebook as codelets,
and denote the type of a string v by τ(v).

At each step, we choose a codelet to represent a portion of
the unparsed string, such that the codelet is within distortion
1/2 from a matching length prefix of the unparsed string.

At step t = 1, the unparsed string is 0110101101000. The
codelet 0 has a prefix (0) within distortion 0, while the codelet

1 does not match any prefix to within distortion 1/2. The first
bit of x13

1 is represented by the codelet 0, and the matching
codelet 0 in C0 is replaced by its one bit extensions, namely
00 and 01, to yield C1.

Now C1 = {00, 01, 1}, and the unparsed segment of the
string is 110101101000. Note that codelet 1 has a prefix (1)
within distortion 0 while the codelet 01 has a prefix (11) within
distortion 1/2. We have two choices: represent the first bit of
the unparsed segment with the codelet 1, or the first two bits
of the unparsed segment with 01.

To decide, we build the set of matching codelets M1 =
{01, 1}. To each codelet m ∈ M1, associate the prefix r of
x13

1 that will be parsed thus far if m is chosen, and compute
the metric Im(τ(m), τ(r), D). Therefore for m = 01, the
prefix r of x13

1 associated is 011 (0 from the first round, and
11 from this round). The metric for the codelet 01 is then
Im(τ(01), τ(011), 1/2).

Choose the codelet with the minimum metric, and update
the codebook by replacing the chosen codelet with its one
bit extensions. Suppose the chosen codelet is 01, C2 =
{00, 010, 011, 1}, and the bits 11 are represented by 01 in
this round. The unparsed string for the next round is then
0101101000. 2

We think of the algorithm as going through epochs or iter-
ations. In epoch i, a source phrase (a sourcelet) is consumed
and a corresponding D-matching distorted phrase of the same
length (a codelet) is emitted. Note that the codelets obtained
in each step would be the phrases obtained by the lossless
Lempel Ziv incremental parsing of yn.

We handle the distortion constraint by ensuring that the
per-letter distortion between any sourcelet and its associated
codelet does not exceed the desired distortion.

Typically, there are multiple ways to parse the incoming
source string and map it into codewords. Consider, for in-
stance, the second round of the example above. Too many
matches are a sign of underlying redundancy, and, hence, are
a symptom of the fact that we are not operating near the rate-
distortion curve. We focus on the following key question:

How do we select between multiple parsings?
We would like to carefully choose the codeword that best
balances between the per-letter code rate in the current epoch
and the quality of the resulting codebook for future epochs.

Interestingly, the most natural extension of Lempel Ziv
algorithm to the lossy case—picking one of the longest codelet
among the matches—is provably suboptimal [22], in the LZ77
setting.

The Codelet Parsing algorithm presented above achieves the
above described delicate balance as we now explain.

a) Future: : A codelet with smaller Im (and correspond-
ingly larger D-ball) is more likely to get matched and extended
in the future. Such a codelet will lead to longer codelets more
quickly, and, hence, to a better coding rate in the future.

b) Present: : The probability of choosing a codelet is
the probability of all semi-infinite sequences that would be
mapped into it. In the absence of too many competing codelets,
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essentially the entire D-ball around a codelet would map
to it, and, hence, the probability of choosing the codelet
would be inversely related to the corresponding lower mutual
information expression. Smaller the lower mutual information,
the better the coding rate in the present epoch under an entropy
coding scheme to transmit the codelets. If all is well, entropy
coding should be close to uniform coding since all codelets in
question have type close to the optimal reproduction type.

III. UNDERSTANDING CODELET PARSING

To understand the codelet parsing algorithm described
above, we idealize the codelet parsing algorithm to make
it amenable to analysis. This should be considered as a
preliminary analysis of Codelet Parsing. We will call this
algorithm Idealized Codelet Parsing.

It is important to note that, in practice, we need not im-
plement the idealized version—we expect the regular codelet
parsing algorithm to have the same optimality of the idealized
version.

For the sake of simplicity, and because we are only ana-
lyzing the iid case in this paper, we assume that the Idealized
Codelet Parsing algorithm knows the underlying statistics of
the data. Note that in the iid case, we learn the underlying
statistics at the rate of O(1/

√
s), where s is the length of the

string we have observed thus far, and hence at an exponentially
faster rate than we would expect for any LZ type algorithm.
Clearly this assumption would not be justifiable in a general
setting.

Modifications

c) Known horizon: First, we assume that the blocklength
of the input string x is known in advance. Note that while
this aids analysis, it is usually not a stringent restriction. In
practice, a modification of the doubling trick ([38], Chapter
2.3) can be used to handle strings whose length is unknown,
with asymptotically no degradation in performance.

Essentially, we fix some k ≥ 1. We begin encoding a string
with unknown length as if its length were known to be 222k

.
If the length of the string exceeds 222k

, we begin coding the
excess length as if we were starting over a new string. Namely,
the longest match for the excess input is considered to be
the empty string λ, and every input phrase thereon matches a
codelet in the new section or the empty phrase. This time, we
encode the excess string as if its length were 222k+1

. We need
the double exponential here (instead of the usual exponential
2k) because we prove that the redundancy diminishes with the
string length n as 1/log log n (see note after Theorem 1, rather
than polynomially. The version with the doubling trick has
code rate equal to the version which is given the knowledge
of the sequence length a-priori.

In addition, the Idealized Codelet parsing algorithm requires
a parameter ε > 0, which can be arbitrarily chosen. Let

`
def=

log log n
R(D)ε2(3/4− ln 2)

where R(D) is the rate distortion function. Further, denote
an input sequence of length ` to be ε−typical, namely
|h(p)+logP (z| ≤ `ε, and let T `,εX be the set of all ` ε−typical
sequences.

d) Extensions: Each time a codelet is chosen from
the dictionary, we replace the codelet with all its 2` `-bit
extensions. We also assume that ` bit strings contain the
optimum reproduction type q∗. Note that this assumption can
be jettisoned without much modification to the proof.

Finally, we require that of the 2` extensions of any chosen
phrase, at most K (defined precisely below, roughly speaking
K ≈ 2`R(d)+o(`)) can get used in future steps. Once K of
these extensions have been chosen (and hence extended), none
of the other 2` −K extensions can be matched to incoming
phrases.

Thus, we are implicitly looking at an incomplete tree for
the dictionary. With the above restriction it is possible that
an incoming phrase has no match in the dictionary. We note
that despite this restriction, we show that we have a match
with high probability. We also note that it is possible to get
rid of this requirement at the cost of a slightly higher, but
still asymptotically optimal, coding rate. However, the proofs
become more intricate and we do not believe that Theorem 1
is a tight analysis, thus we retain the simpler setting for this
paper.

e) Typicality of input phrases: The algorithm partitions
the input sequence into disjoint phrases. To represent them,
it uses one of two schemes. There is an indicator bit before
each phrase is represented in order to describe which of the
two schemes is used. The first scheme is trivial: to reproduce
the input phrase as is.

The second scheme uses a modification of codelet parsing.
Let the incoming bits be z1, z2, . . .. The first `-bits of the
incoming bits, z`1, is matched (see below for how to match)
to either an internal node or a leaf at level ` of the dictionary
tree. This is the first partial match, say y`1. If y`1 is an internal
node in the dictionary tree, z2`

`+1 is matched to one of the `−bit
extensions of y`1, call this y2`

`+1. We then match z3`
2`+1 to one

of the `−bit extensions of y2`
1 , and so on. We stop when the

partial match thus far is a leaf.
Each partial match is successful if it satisfies all the follow-

ing conditions
1) the partial match is within the distortion budget for the

`−length substring (this is restrictive, and is the reason
we get a 1/ log log n redundancy rather than 1/ log n
that is to be expected of LZ type algorithms),

2) each ` bit subsequence of the incoming bits (z`1,
z2`
`+1, . . .,) that gets mapped to a codelet belongs to T `,εX ,

3) partial matches are subject to the restriction that of the
2` `−bit extensions of any node, at most K can be used.

We stop at the first partial step does not satisfy all the above.
The incoming phrase thus far (including the subsequence in
the failing step) is described with the trivial scheme.

f) Multiple matches: In case of multiple partial matches,
we break ties by first considering the type as in the codelet
parsing algorithm. Among partial matches with the same type,
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precedence is given to internal nodes of the dictionary tree
(to encourage longer matches), and among them, we pick the
one that was extended before all others (least recently). If
all partial matches are leaves of the dictionary, we choose
at random among them. Note that under these rules, a partial
match captures a set of `−length bits when it is first used, and
this set never changes in subsequent evolution of the algorithm.

Optimality

We state the optimality theorem for Hamming distortion,
noting in the full version that the proof carries over to any
distortion function as long as the distortion is bounded.

Let Xn = X1, . . . ,Xn be generated by a binary memoryless
source, with P (X1 = 1) = p. Let the average Hamming
distortion constraint be D. Let L(Xn) be the length of the
codeword assigned by the Idealized Codelet Parsing algorithm
to describe Xn. Let Y n be the sequence decoded by a lossless
LZ78 decoder from the codeword assigned to Xn. Then,

Theorem 1. For n sufficiently large,

1
n

EXnL(Xn) ≤ R(D) +O
(

ε2

log log n

)
,

and the average Hamming distortion between Xn and Y n is
≤ D. 2

Proof outline: For the complete proof, please see [39]—
here we present a sketch. For any sequence z, let B(z, d) be
the set of all sequences with length equal to that of z and
within distortion D from z. If y is a length-` sequence with
type q∗, where q∗ denotes the optimal reproduction type, let

p0 = P (B(y, D)).

Roughly speaking, p0 ≈ 2−`R(D). Finally, let

K =
1−

√
R(D)

R(D)
R`

p0
.

We think of K as the number of partial matches required to
cover T `,εX .

Lemma 2. Let y be a sequence with length L and type q∗.
Let yy1, . . . ,yyK be L + ` length codelets chosen at some
point by the codelet parsing algorithm when parsing a string
of length n, where yyi denotes the concatenation of y and yi.

Then y1, . . . ,yK are `-length sequences, each with type q∗,
and for n large enough (and therefore, ` large enough)

P (∪Ki=1B(yi, D)) ≥ 1− 1
log n

with probability ≥ 1−O
(

log logn
logn

)
.

Proof The codelet parsing algorithm chooses a type q∗

phrase if available, and since K ≤
(
`
`q

)
for large enough n,

y1, . . . ,yK have type q∗. Now, let Bi = P (∪ir=1B(yi, D)).
The crux of the proof is in our result that

E(Bi+1 −Bi) ≥ (1−Bi)2p0

where, as before, p0 = B(yi+1, D). We use the above
result to show that every ` codelets chosen adds at least a

constant fraction of p0 to the total cover provided by the
codelets chosen thus far. Thus, we show that K codelets
suffice to yield a cover of at least 1 − 1

logn with confidence
1−O(log log n)log n.

One point to note: for the iid case, from [26], [27], [12],
[28], we should clearly expect random choice to work while
choosing partial matches instead of giving preference to inter-
nal nodes in the dictionary tree.

The above two lemmas, combined with a Chernoff bound
on the probability of the set T `,εX prove Theorem 1.

Lemma 3. For n sufficiently large, the number of phrases
in the dictionary with length shorter than logn−3`

R(d) is ≤ n
(logn)2 .

Proof The proof follows by observing that the number of
codelets chosen with length r` is bounded by Kr−12`.

Note: The above Lemma can be used to show that the
dictionary gets populated with phrases of length (log n ±
O(log log n))/R(d).

IV. SEARCH COMPLEXITY

For the iid case, a codebook that represents sequences of
length (log n)/R(D) can be chosen by randomly choosing ≈
n sequences of length (log n)/R(D) and type q∗. Such an ap-
proach would require us to search through O

(
2

log n
R(d)

)
= O(n)

codewords to choose each phrase in the parsing algorithm,
leading to quasi-quadratic complexity for the algorithm.

For our case, Lemma 2 implies that we can, whp, expect
subblocks of length ` in any chosen phrase to be within
the distortion budget. The search complexity is therefore
O
(

logn
R(d)`2

`
)

= O(log2 n). Namely, the algorithm builds
codebooks of length (log n)/R(d) which has the additional
advantage that exhaustive searches are not required to pick
a match. A similar phenomenon is reflected also in regular
Codelet Parsing.

The simple idealization has a high redundancy of
O
(

1
log logn

)
, since we require

1) each partial match rejects non-typical input sequences
of length `, and

2) each partial match of length ` should be within distortion
d.

Both conditions above are too restrictive, though they simplify
analysis. However, ongoing work attempts to reduce the redun-
dancy to O

(
log logn

logn

)
by relaxing the conditions as below. In

particular
1) partial matches do not concern themselves with typical-

ity;
2) each partial match of length ` should be within distortion

d of the match thus far (rather than each block of length
`). Specifically, the first partial match would pick a (leaf
or internal) node with (unnormalized) Hamming distance
`d. Call this match y1, at distance r < `d from the
input. The second partial match is only required to pick
a node y2 so that y1y2 is at distance 2`d from the input,
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namely, y2 can be matched within distance 2`d−r > `d
from the corresponding input bits.
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